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ABSTRACT
In recent years, recommendation systems have attracted more and
more attention due to the rapid development of e-commerce. Re-
views information can offer help in modeling user’s preference
and item’s performance. Some existing methods utilize reviews for
the recommendation. However, few of those models consider the
importance of reviews and words in corpus together. Therefore,
we propose an approach for rating prediction using a hierarchical
attention-based network named HANN, which can distinguish the
importance of reviews at both word level and review level for expla-
nations automatically. Experiments on four real-life datasets from
Amazon demonstrate that our model achieves an improvement in
prediction compared to several state-of-the-art approaches. The
hierarchical attention weights in sampled test data verify the effect
on selecting informative words and reviews.

CCS CONCEPTS
• Information systems → Recommender systems.
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1 INTRODUCTION
With the continuous expansion of e-commerce, the recommenda-
tion systems have become more and more important in helping
customers make decisions from the rapidly increased products.
Recently, explainable recommendation technology has attracted
many researchers’ attention[4][11], because it can give the evi-
dence that can explain why recommending an item to a user. This
technology with explainable characteristic can be more humanized
and personalized compared to the traditional collaborative filtering
technologies which are based on the behaviors of the users and the
items.

Reviews which have rich and useful user-generated content are
always used as the evidence for the recommendation explanations.
For example, SULM[2] obtains information from reviews by ex-
ternal sentiment analysis tools, EFM[32] extracts explicit product
features (i.e. aspects) and user opinions by phrase-level sentiment
analysis on user reviews for recommendation. TriRank[14] enriches
the user-item binary relation to a user- item-aspect ternary relation
(i.e., the specific properties of items) with the help of aspect extrac-
tion tool used in textual reviews. sCVR[24] employs a sentiment
analysis method to classify user reviews into positive and negative
categories. The probability of a sentiment label is set as a prior value
in their method. Some researchers[11] builds an initial network
based on Microsoft Concept Graph and improves the model accu-
racy by optimizing key variables in the hierarchy. DeepCoNN[37]
attempts to gain features automatically and treats every review
equally. [4] uses a review-level attention mechanism to explore the
usefulness of reviews. Although these methods are effective, they
still have some limitations.

Firstly, most of the previous work considered that all the reviews
of a user/item have the same importance for predicting the final
rating. Actually, different reviews have different importance. For
instance, some reviews are very informative and can provide rich
evidence for the recommendation systems. Thus these reviews are
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more helpful and correspondingly we should pay more attention
to them. Secondly, in the same review, different words also have
different importance for predicting the final rating. For instance,
the polarity word and the aspect may be more important than the
other words in the review. But that not means words selected by
external tools or manual features can summarize the semantics of
reviews completely and accurately. That is to say, a better way is
that these comment relative words should get more attention.

To overcome these two limitations, we design a hierarchical
attention framework to learn the interaction between users and
items from reviews to infer the rating and construct an explainable
recommendation system. There are two layers in the hierarchical
attention framework. The first layer is word-level, which works
with intra-review attention. This kind of attention is used to obtain
the different importance of the words in the same review. The sec-
ond layer is review-level, which works with inter-review attention.
This kind of attention is used to capture the different importance
of reviews for one product. We use the user-item interaction to
distinguish the importance of reviews at both word level and review
level for explanations automatically.

To combine these two levels of information, in this paper we pro-
pose a hierarchical attention based neural network named HANN
for explaining rating prediction. Thus, this hierarchical structure
with different review weights and different word weights can natu-
rally show the explanations for the recommendation system. Our
experiments are conducted on four real-life datasets from Amazon.
The experimental results for these datasets show that our proposed
HANNmodel is consistently better than all the baseline methods on
all benchmark datasets. This demonstrates the two types of review
attentions are effective and useful, and further our hierarchical
attention based neural network framework is reasonable and well-
designed. It is worth noting that HANN outperforms NARRE, which
is the recent state-of-the-art review-based methods for explainable
recommendation without external tools.

The contributions of the paper are as follows.

• We propose two kinds of review attentions, namely, intra-
review attention and inter-review attention. The first one
can reflect the word difference in a review, and the latter one
can explore the importance of different reviews towards a
user/item.

• We present a framework of hierarchical neural network
named HANN to integrate the two kinds of review atten-
tion. HANN not only considers the usefulness of reviews at
review level but also at word level. The well-designed hier-
archical attention mechanism helps the model capture user
profiles and item profiles, making them more explainable
and reasonable, and ultimately leads to improvements in
rating prediction.

This paper is organized as follows: Section 2 introduces the
related work on explainable recommendation systems; Section 3
details the two types of review attention and the hierarchical neural
network framework HANN for explainable recommendation; Sec-
tion 4 describes the experimental setup and results; Section 5 makes
additional experiment to evaluate how each part of our component
contributes to our full model and then gives an explanation analysis
of our model HANN; and finally, the conclusion is in Section 6.

2 RELATEDWORK
2.1 Deep Learning-based Recommendation
Widely used in both research and industry communities, recommen-
dation has received lots of researchers’ attention. Many methods
including content-based[19], collaborative filtering-based[8] and
hybridmethods[9] have been proposed to improve recommendation
performance. Recently, deep neural networks have been success-
fully applied to a large variety of tasks, such as speech recognition,
image captioning[36] and natural language processing[12], and
have achieved good results. Many proposed recommendation mod-
els have combined neural network with traditional methods to
further improve accuracy. Generally speaking, there are two types
of deep matching models for recommendation. One is based on rep-
resentation learning. [27] worked matrix factorization as a neural
network for learning the user and item embeddings. Other is using
neural networks to learn the matching function for user-item inter-
action. For example, [17] presented a Neural Collaborative Filtering
(NCF) framework to learn the nonlinear interactions between users
and items. Moreover, [16] proposed to use outer-product based NCF.
Later, Neural Factorization Machines(NFM)[15] enhanced FM by
modelling higher-order and non-linear feature interactions.

2.2 Review-based Recommendation
In recent years, researchers have discovered a new research field,
explainable recommendation, which usually extracted recommen-
dation reasons from reviews. More specifically, early methods such
as SULM[2], EFM[32], TriRank[14] and sCVR[24], mainly draw
support from external tools or manual features because sentiment
analysis may help refer user’s characteristics[35][33]. [11] built an
initial network based on Microsoft Concept Graph and improved
the model accuracy by optimizing key variables in the hierarchy.
Although these work has achieved considerable success in im-
proving explainability, there is a limitation that their results may
rely on the accuracy of their external tools or manual features. In
DeepCoNN[37], convolutional neural networks were leveraged to
process textual reviews and extract features for rating prediction by
two parallel parts coupled in the last layers. Different from Deep-
CoNN treating every reviews equally, NARRE[4] paid attention to
the usefulness of reviews by its attention mechanism, but it can not
extract useful words. Compared with these methods, we distinguish
the usefulness of both reviews and words, which is more detailed
and explainable without external tools or manual features.

2.3 Neural Attention Mechanism
Loosely based on the visual attention mechanism found in humans,
the attention mechanism in neural networks has been shown ef-
fective in various machine learning tasks such as image captioning
[5][34], neural machine translation[1] and document classification
[30]. A big advantage of attention is that it provides neural networks
with guidance, parts with higher weights contain more informa-
tive features and should be noticed more. It has also been applied
in recommendation for seeking the important and useful parts,
such as specific features, words, sentences in textual reviews. He
et al.[6] introduced an attention mechanism in CF which consists
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of both component-level and item-level attention module for rec-
ommendation, which did not care about explanation. Seo et al.[25]
combined local and global attention to enable an interpretable and
better-learned representation of users and items, which can select
some useful words. [4] used a review-level attention mechanism
to explore the usefulness of reviews. In this paper, the attention
mechanism is designed to work with hierarchical neural network. It
equips the network with the ability to focus on informative words
and reviews for the prediction and explanations.

3 APPROACH
In this section, we introduce our proposed Hierarchical Attention
based Neural Network for explainable recommendation (HANN),
which aims to capture the interaction between users and items
from reviews to infer the rating, as well as give an explanation at
both word level and review level. First, we will present the general
architecture of HANN. Follow which, we describe in detail user-
item interaction representation and our text processing module
for learning the user/item representations. Next, we will show
the hierarchical attention used in our model, which is the main
concern in this paper. Then, we will introduce the prediction layer,
which contains information of user-item pair and their own profile
to predict. Lastly, we will go through the optimization details of
HANN.

3.1 Overview of HANN
Considering a corpus of ratings R and reviews D, for a set of items I
and a set of usersU , and ru,i is a numerical rating denoting useru’s
overall satisfaction towards item i , and du,i is the corresponding
textual review. The target of our model is to estimate the rating
ru,i for unseen user-item pair with no interaction, as well as to
select both useful and representative words and reviews. It should
be noted that du,i is not included in the input data when predicting
ru,i because considering the actual situation, du,i is not existing
at the inference stage. ru,i usually depends on u’s preference, i’s
performance andwhether i is suitable foru, which could be reflected
in their accompanying reviews. Based on this, we propose a model
to learn both interaction of user-item pair and their own attributes.

The architecture of the proposed model is shown in Figure 1.
The model consists of three modules, the center module for cap-
turing information of user-item pair (Netu,i ), two parallel neural
networks, one for user modeling (Netu ), and the other for item
modeling (Neti ). Since Netu and Neti only differ in their inputs
and the processes applied for two modules are the same, we focus
on illustrating the process for Netu in details. In the following, we
will introduce user-item interaction modeling, hierarchical text pro-
cessor, attention mechanism working in the network for extracting
useful words and reviews and how to combine user-item interaction
and their profiles to predict ratings.

3.2 User-item Interaction
To facilitate the information seeking process for user-item relation-
ships, early recommendation researches mapped users and items to
latent factor spaces[27][17]. There are two main types of methods
to measure the degree of matching between user and item, one

is calculating user and item representation, then conduct match-
ing; the other is constructing basic low-level matching signals and
aggregating matching patterns. Here we choose the latter.

We utilize embedding matrix for user features and item features,
VU ∈ RM×K and VI ∈ RN×K , respectively; K, M, and N denote the
size of embedding, number of users, and number of item, respec-
tively. And let vu and vi be the embeddings of u and i , respectively.
For each user-item pair, we employ their element-wise product to
model interactions of the user and the item.

vu,i = vu ⊙ vi (1)

where vu,i is a vector in the same size of user/item embedding.

3.3 Hierarchical GRU Text Processor
In addition to the vector representation, texts also provides infor-
mation for user/item features. In recent years, many text processing
methods based on deep learning technology have been applied and
have achieved an ideal result. A word embedding layer maps each
word in the review into a d dimensional vector and then transforms
the given review into an embedded matrix. The embedding can be
any pre-trained embedding like those trained on GoogleNews cor-
pus using word2vec1[21], or on Wikipedia using GloVe2[23]. The
embedded matrix of reviews will be input to a hierarchical GRU
network for obtaining information about user profile from reviews
at word-level and review-level. GRU[7] is a related variant of RNN,
which is able to handle a variable-length sequence input. Compared
with CNN, GRU uses activation which is dependent on that of the
previous time at each time and can learn semantic information bet-
ter. As for our hierarchical model, two layers of GRU is employed
to extract information from reviews. The first GRU which is called
intra-review GRU focuses on acquiring semantics in each review,
while the second GRU which is called inter-review GRU makes a
summary and learns user’s preference and representation. First,
we put the embedded matrix of each review written by the user
into the intra-review GRU, which outputs the hidden state vectors
h1,h2, ...,hn for the reviews, where n is the length of the review. hj
matches ith word in the review and contains its context meaning, a
general idea is that their average h stands for the meaning of the
whole review.

h =
1
n

∑
j=1, ...,n

hj (2)

We then feed average hidden vector h of each user’s review into
the inter-review GRU and aim at learning the user’s preference and
modeling its profile. The output of the second GRU is denoted as
s1, s2, ..., sm , wherem is the number of the user’s reviews. Similarly,
we aggregate these vectors to get the representation of the user.

s =
1
m

∑
j=1, ...,m

sj (3)

Now we process all the user’s reviews and gain the user’s feature
vector. It should be noted that computing methods of Eq. 2, Eq. 3
assume each word and each review with equal effects on user’s
expression. However, this assumption is obviously not in line with
common sense. To alleviate this problem, we introduce the attention

1https://code.google.com/archive/p/word2vec/
2https://nlp.stanford.edu/projects/glove/
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Figure 1: Overview of HANN. Our hierarchical attention based neural network uses intra-review attention and inter-review
attention to dynamically assign weights to words and reviews respectively.

mechanism into our model, which can distinguish the importance
of different words and reviews.

3.4 Attention Mechanism for Explaining
Rating Prediction

The attention mechanism is a very effective method of leveraging
context-aware features over variable-length sequences, which has
achieved good results in many NLP tasks, such as information
retrieval[29], recommendation[28] and machine translation[10].
In essence, it equips neural networks with the ability to focus on
selective parts of the input. Our primary objective is focusing on
words and reviews with more importance to infer user’s overall
satisfaction, while attention mechanism is suitable for this task. As
described in [26], an attention function can be described as mapping
a query and a set of key-value pairs to an output, where the query,
keys, values, and output are all vectors. The output is computed as
a weighted sum of the values, where the weight assigned to each
value is computed by a compatibility function of the query with
the corresponding key. We will introduce the attention mechanism
used in our hierarchical model in this form below. To deal with
different situations, we employ corresponding methods. Specifically
speaking, we should compare different words’ importance in intra-
review and reviews’ in inter-review.

3.4.1 Attention for intra-review. The model should learn which
words are more informative in a review. At this level, informative

words stand for containing features of user and item. We map user-
item interaction vector vu,i to query and intra-review GRU hidden
vector hj to key and value in the intra-review attention function.
First, we compute weighting scores for each word in the review as
follows:

α∗j =W
T
a ReLU (Whhj +Wuvu,i + b1) + b2 (4)

whereWa ,Wh ,Wu , b1, b2 are model parameters, and ReLU[22] is
a nonliner activation function. Then a softmax function is used to
normalizing the above attention scores:

α j =
exp(α∗j )∑
exp(α∗j )

(5)

Now we get the weight of each word in the review which reflects
the importance of each word for the user-item pair, we will replace
h in the previous section with the weighted sum as follows:

h =
∑

j=1, ...n
α jhj (6)

3.4.2 Attention for inter-review. Now we consider how to select
reviews that are representative to the user’s feature. Each review
corresponds to an item, and both user’s reviews and the item pur-
chased by the user are helpful to capture the user’s preference.
To better represent information of the item, we use an additional
embedding matrix for item features, PI ∈ RN×K which is called ex-
ternal memory, K, and N denote the size of embedding and number
of items, respectively. And let pj be the external memory vector of

ICMR ’19, June 10–13, 2019, Ottawa, ON, Canada

376

Special Session: MMAC: Multi-Modal Affective 
Computing of Large-Scale Multimedia Data



item j. We map user-item interaction vector vu,i to query and the
concatenation of inter-review GRU hidden vector sj and external
memory vector pj to key and value in the inter-review attention
function. First, we compute weighting scores for each review as
follows:

β∗j =W
T
b ReLU (Ws (sj ⊕ pj ) +Wvvu,i + b3) + b4 (7)

whereWb ,Ws ,Wv , b3, b4 are model parameters, and ReLU is a
nonliner activation function. Then we also use the softmax function
to gain attention scores of each review:

βj =
exp(β∗j )∑
exp(β∗j )

(8)

And replace s in the previous section with the weighted sum as
follows:

s =
∑

j=1, ...n
βj (sj ⊕ pj ) (9)

3.5 Prediction Layer
As mentioned above, we gain user-item interaction vector vu,i and
their own representation vector su and si (the output of Netu and
Neti ). All of those representation vectors are concatenated and run
through additional fully connected layers to transform dimension
for the next step. The calculation process is as follows:

c =Wc (su ⊕ si ⊕ vu,i ) + bc (10)

whereWc , bc are weights, bias of the fully connected layers, respec-
tively. Then the output vector is fed into the prediction layer to get
a real-valued rating ˆru,i as follows:

ˆru,i =WT
1 c + bu + bi + µ (11)

whereW1 ∈ Rn denotes weights of the prediction layer, bu , bi , µ
are the user, item, and global bias, respectively.

3.6 Learning
Now we describe the learning process that trains the model in an
end-to-end fashion. Since our task is rating prediction, which actu-
ally is a regression problem. For regression, an objective function,
the squared loss is commonly used. Besides, many existing works
have found that machine learning models tend to suffer from over-
fitting. There are many methods widely adopted in existing models
in order to improve the generalization performance at present. Reg-
ularization is the process of adding information in order to solve
an ill-posed problem or to prevent overfitting[3] in mathematics,
statistics, and computer science, particularly in machine learning
and inverse problems. And it applies to objective functions in opti-
mization problems. Our final objective function to be minimized
is:

Lr =
∑
u,i

( ˆru,i − ru,i )2 + γ
∑
θ ∈Θ

| |θ | |22 (12)

where Θ is the set of parameters to be reguarized. The meaning of
the equation is that the first term aims to minimize the distance
between the real and the predicted ratings, while the second term
regularizes the parameters to avoid overfitting.

Table 1: Statistical details of the datasets

Dataset Musical Toys Clothing Home

users 1429 19412 39387 66519
items 900 11924 23033 28237

ratings & reviews 10261 167597 278677 551682

4 EXPERIMENTS
In this section, We have performed extensive experiments on Ama-
zon datasets to demonstrate the effectiveness of HANN compared
to other state-of-the-art recommendation systems. We first describe
the datasets used in our experiments in Section 4.1. The evaluation
method and baselines algorithms selected for comparisons are ex-
plained in Section 4.2. Implementation details are given in Section
4.3. Empirical results are discussed in sections 4.4.

4.1 Dataset
In our experiments,We utilize publicly available datasets to evaluate
our model, which are described as follows:

• Amazon Product Data3: Amazon is a well-known Ecom-
merce platform. Users are able to write reviews for the prod-
ucts they have purchased. This dataset contains product
reviews and metadata from Amazon, including 142.8 million
reviews spanning May 1996 - July 2014. It has been investi-
gated by many researchers[13]. As far as we know, this is the
largest publicly accessible rating dataset with text reviews.

In this paper, we focus on training interpretable models rather
than dealing with the cold start issues. Therefore, we start our
experiments from the 5-core subset, such that each of the remaining
users and items has at least 5 reviews. The raw data is divided into
24 subsets. In order to cover both different domains and different
scales, we select four categories in our experiments, that isMusical
Instruments, Toys and Games, Clothing Shoes and Jewelry,
HomeandKitchen. Among them,Home andKitchen is the largest
dataset and it contains more than 0.5 million reviews, while Musical
Instruments is the smallest one and only contains about 10 thousand
reviews. The key characteristics of these datasets are summarized
in Table 1.

4.2 Evaluation Method and Baselines
Amazon product data is rated as integers in the range [1,5], therefore
we adopt the well-known Root Mean Square Error (RMSE) which
is widely used for rating prediction in recommendation systems to
evaluate the performance of the algorithms. The lower the RMSE
score, the better the performance. Based on a predicted rating ˆru,i
and a ground-truth rating ru,i from the user u for the item i , the
RMSE is calculated as:

RMSE =

√
1
n

∑
u,i

( ˆru,i − ru,i )2 (13)

where n indicates the number of ratings between user-item pairs.
To validate the effectiveness of HANN, we have selected three state-
of-the-art algorithms as comparisons to our proposed model for
3http://jmcauley.ucsd.edu/data/amazon
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Table 2: Comparison of the Approaches

NeuMF DeepCoNN NARRE HANN

Ratings ✓ ✓ ✓ ✓

Textual Reviews ✓ ✓ ✓

Review-level
Usefulness ✓ ✓

Word-level
Usefulness ✓

evaluations: NeuMF, DeepCoNN and NARRE. The first method
only uses ratings, while the latter two incorporate the valuable
information in user-generated textual reviews into rating prediction.
Compared to DeepCoNN, NARRE learns the usefulness of each
review but is limited to the review level. Our proposed method
HANN not only considers the usefulness of reviews at review level
but also at word level. The key characteristics of the comparative
approaches are listed in Table 2.

• NeuMF[17]: Neural Matrix Factorization is the state-of-the-
art model for interaction-only CF. This model combines the
linearity of GMF and non-linearity of MLPs for modeling
user-item latent structures. Due to the Amazon Data Prod-
uct datasets are based on explicit feedback, we changed the
original 0-1 classification task to a rating prediction task. We
implemented it based on the authors’ public code4.

• DeepCoNN[37]: Deep Co-Operative Neural Networks is a
method that uses deep learning techniques to jointly model
users and items from textual reviews. This approach has
significant improvements over other strong topic modeling
based methods. We implemented it based on the authors’
public code5.

• NARRE[4]: Neural Attentional Regressionmodel with Review-
level Explanations is a state-of-the-art interpretable recom-
mendation method that has proven to be superior to many
promising algorithms including NMF, SVD++ and HFT on
Amazon datasets. We implemented it based on the authors’
public code6.

4.3 Implementation Details
Firstly, following previous work[4], we randomly divide each of
these four datasets into training, validation, and test sets using
a ratio of 80:10:10. The validation set is used for tuning hyper-
parameters and the final performance comparison is performed on
the test set.

Next, we use NLTK to tokenize the reviews. Just like the method
in NARRE, when we build user and item profile, because of the
length and the number of reviews have a long tail effect, we only
keep the length and the number of reviews covering p percent
users and items respectively, the p is set to 90 for Musical Instru-
ments, Toys and Games, Clothing Shoes and Jewelry and Home and
Kitchen. We would like to emphasize that, when building user and
4https://github.com/hexiangnan/neural_collaborative_filtering
5https://github.com/Quincy1994/DeepCoNN
6https://github.com/chenchongthu/NARRE

item profile using their respective reviews, all reviews belonging to
interactions from the test and development sets are not included.

We implement our model in Tensorflow. We use a variant of the
Adam[18] optimizer called AdamW7[20] which includes "correct"
L2 weight decay with initial learning rate of 0.001, β1 = 0.9, β2 =
0.999, ϵ = 10−6, learning rate warmup over the first 10% steps, and
linear decay of the learning rate over the rest steps. The L2 weight
decay is searched in [0.0005, 0.001, 0.002, 0.004], the batch size is
searched in [16, 32], and the dropout rate is fixed at 0.5. For our
proposed model, the latent factors number K is searched in [16, 32,
64, 128, 256], and we will discuss its impact on model performance
in the following sections.

The optimization method and parameter initialization of the
baseline algorithm is as described in the corresponding paper. For
NeuMF, we set the number of latent factors K=64 and use MLP-
2 which indicates the MLP method with two hidden layers. For
DeepCoNN and NARRE’s CNN Text Processors, we reuse most of
the hyper-parameter settings reported by the DeepCoNN authors,
because changing them does not provide any perceivable improve-
ment, the number of filters,m, in the convolutional layer is 100,
the filter size t is 3. In addition, we use a pre-trained 300-d word
embeddings which are trained on more than 100 billion words from
Google News[21] for all methods.

4.4 Results
Table 3 shows the rating prediction results of our model HANN
and baseline methods on four datasets. Based on the results, the
following conclusions can be drawn:

Firstly, reviews-based methods (DeepCoNN and NARRE) always
perform better than interaction-only models (NeuMF) which only
consider the user and item embedding as the input. These models
incorporate valuable information from user-generated text reviews
into the user modeling and recommendation process. These reviews
are usually in the form of textual comments, explaining why they
like or dislike an item based on their experience. The system can
capture the multi-faceted nature of a user’s opinions from reviews,
thereby building a fine-grained preferencemodel for the user, which
however cannot be obtained from overall ratings.

Secondly, regarding the relative ranking of the review-based
models, our empirical evaluation reiterates the claim of[4], show-
ing that NARRE is always better than DeepCoNN. Although review
information is helpful for recommendations, the performance may
vary depending on how the review information is utilized. Com-
pared to DeepCoNN, NARRE learns the usefulness of each review
which can lead to a better performance according to the results.

Finally, as shown in Table 3, we observe that our proposed HANN
model is consistently better than all the baseline methods on all
benchmark datasets. This clarifies the effectiveness of the model
we propose. HANN outperforms NARRE, which is the recent state-
of-the-art review-based methods for recommendation. The relative
improvement against NARRE are 1% (Musical Instruments), 0.4%
(Toys and Games), 0.3% (Clothing Shoes and Jewelry) and 0.4%
(Home and Kitchen) respectively. The relative improvement against
DeepCoNN are 1.2% (Musical Instruments), 1.1% (Toys and Games),

7https://github.com/loshchil/AdamW-and-SGDW
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Table 3: Comparison with state-of-the-art baseline methods
in terms of the Root Mean Squared Error (The best result
for each dataset is indicated in bold). The last column of the
table represents the average RMSE of each method.

Musical Toys Clothing Home Mean

NeuMF 0.9407 0.9037 1.0603 1.0565 0.9903
DeepCoNN 0.9385 0.8982 1.0707 1.0549 0.9906
NARRE 0.9363 0.8919 1.0530 1.0407 0.9805

HANN 0.9268 0.8882 1.0497 1.0364 0.9753

2% (Clothing Shoes and Jewelry) and 1.8% (Home and Kitchen) re-
spectively. Notably, the average percentage improvement of HANN
over DeepCoNN is 1.5% and the average performance gain over
NARRE is a modest 0.5%. Compared to NARRE, Our proposed
method HANN not only considers the usefulness of reviews at
review level but also at word level. The well-designed hierarchical
attention mechanism helps the model capture user profiles and
item profiles, making them more explainable and reasonable, and
ultimately leads to improvements in rating prediction.

5 HYPERPARAMETER & ANALYSIS
In section 4, improvements among all four datasets have been wit-
nessed. However, we would like to know the reason for the im-
provement. In this section, we first explore the influence of the
latent size K. Then, we provide meaningful insights on the effect of
hierarchical attention mechanism, external memory and symmet-
ric architecture respectively. We make additional experiments to
evaluate how each part of our component contributes to our full
model. Finally, we give an explanation analysis of our model.

5.1 Influence of the Latent Size K
We study the influence of different latent size K to the performance
of our model in this subsection, and due to space constraints, we
only show the results of the Musical Instruments dataset. We plot
the results in Figure 2. We observe the performance changes by
tuning the latent size K in the range of [16, 32, 64, 128, 256]. We
see that the performances gradually increase with the decrease
of latent size K , and they tend to be stable when the latent size
is relatively small (i.e., K = 64), while larger K does not help to
further improve the results. And this is why we adopt 64 as the
default latent size in the previous experiments. This observation
actually similar to many previous studies[31], probably because: in
our dataset, a small number of parameters are enough for capturing
the feature of user profile and item profile, using too many latent
factors for model learning will increase the complexity of model
and may even result in over-fitting in the training set, which may
reduce the generalization performance on the test set.

5.2 Effect of Hierarchical Attention
Mechanism

In our model, the hierarchical attention mechanism is a key com-
ponent. We investigate how the hierarchical attention mechanism
influences our model’s performance in this section, and due to the

Figure 2: Influence of the Latent Size K . The performances
gradually increase with the decrease of latent size K , and
they tend to be stable when the latent size is relatively small.

Table 4: Effect of hierarchical attentionmechanism. The per-
formances of the model drop without word-level attention
or review-level attention.

our model only word-level only review-level

0.8882 0.8893 0.8890

space limitation, we only show the results on the Toys and Games
dataset. For the purpose of verifying the effect and rationality of our
hierarchical attention mechanism, two experiments that do away
with word-level attention and review-level attention respectively
are designed. The results without word-level attention or review-
level attention are shown in Table 4. The table conveys the message
that if we only adopt only one of them rather than provided the
whole attention mechanism, we will obtain the worse results, which
demonstrates the importance and effectiveness of the hierarchical
attention mechanism. We attribute it to the reason that both word-
level and review-level information works and contributes to rating
prediction.

5.3 Effect of External Memory
In this section, we investigate how external memory influences our
model’s performance. Same as the previous section, we only report
the results on the Toys and Games dataset.

In our model, external memory is a key component. In addition
to user’s reviews, we also use the representation of items purchased
by the user which is called external memory for modeling user
profile, and the same for item profile. We want to know whether
utilizing it in the attention mechanism is helpful. So we conduct
the experiments on two variant models, one is removing external
memory from the key of inter-review attention(remove pj from
Eq. 7), the other is remove external memory from the value of inter-
review attention(remove pj from Eq. 9). Table 5 gives the result of
the comparison experiment. From the result, we can observe that
if we remove external memory from either key or value of inter-
review attention, the performance of the rating prediction will be
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Table 5: Effect of externalmemory. The performances of the
model drop when the external memory is only in key or
value.

our model only in key only in value

0.8882 0.8893 0.8888

Table 6: Effect of symmetric architecture. The performances
of the model drop without user modeling or itemmodeling.

our model only user modeling only item modeling

0.8882 0.8899 0.8895

slightly dropped, which demonstrates that incorporating external
memory both in key and value can help leverage the purchased
history information for modeling user and item profile.

5.4 Effect of Symmetric Architecture
In this section, we investigate how symmetric architecture influ-
ences our model’s performance. Same as the previous section, we
only report the results on the Toys and Games dataset.

Our HANN model contains two parallel neural networks, one
for user modeling (Netu ), and the other for item modeling (Neti ),
we want to know whether the symmetric architecture is effective.
So we designed two new models to experiment, one containing
only the user model and the other containing only the item model.
Results of these two models are shown in Table 6. The results
demonstrate the effectiveness of the symmetric architecture to the
final performance. The symmetric architecture captures both the
user and item profile. Without one of them, the rating prediction
performance will be harmed.

5.5 Explanation Analysis of HANN
To further show the advantages of our model, we randomly sam-
ple and visualize some examples from test data. The examples in
Figure 3 are from one user. We highlight words and reviews with
high word-level and review-level attention scores. Darker pink
corresponds to reviews with higher scores and darker green corre-
sponds to words with higher scores. As we can see from examples
in Figure 3, the model extracts useful words in the review and distin-
guishes the influence of different reviews towards user-item rating
prediction. It is not difficult to find that the user pays more atten-
tion to price and quality. The first reviews contain most description
about price and the item’s performance, which obtain the highest
attention score. And the model selects high score words such as
“cheap”, “painted plastic”, “nice” from the reviews accurately. From
the color of reviews written by the sampled user/item, we can find
that the model focuses on more informative reviews with the help
of hierarchical attention. Compared with NARRE, we retain useful
words in reviews. It seems that the attention mechanism works
by giving weight scores to words and reviews according to their
importance. That is to say, words and reviews with high scores can
be selected for explanation recommendation.

Figure 3: Explanation Analysis of HANN

6 CONCLUSIONS
In this paper, we propose an approach for rating prediction using
a hierarchical attention-based network named HANN, which can
also distinguish the importance of reviews at both word level and
review level automatically. Experiments on four real-life datasets
fromAmazon demonstrate that ourmodel achieves an improvement
in prediction compared to several state-of-the-art approaches. The
hierarchical attention weights in sampled test data verify the effect
on selecting informative words and reviews. As for future work, we
will explore the potential advantages of the stochastic process for
user dynamic preference modeling, which is worth studying that
a user’s preference may vary at different states in real scenarios.
Besides, the same words at different aspect may reflect a different
meaning based on its context.
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